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MapReduce Programming Model
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Limitations of MapReduce

e MapReduce implementations (e.g.

Hadoop, Spark) use Ethernet
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Broad Challenge

Can MapReduce
execution frameworks
(Hadoop, Spark) take
advantage of HPC
resources?

Selected Contributions

RDMA-enhanced Hadoop
MapReduce (ICS'14)

RDMA-enhanced HDFS (SC'12)
MapReduce over Luster (TPDS’16)
Hybrid Hierarchical HDFS
(CCGrid’15)

RDMA-enhanced Spark (Hotl’14)
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MapReduce with Advanced Features
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MapReduce over Lustre
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